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A semaphore is a non-negative integer used as a flag: it signals whether a resource is free and can be used by a process.

In particular, in a sleep/wakeup situation, it counts the number of wakeups saved for future use.  (A value of 0 signifies that no wakeups are saved, or a positive value if there are some wakeups pending).

Semaphore variables were invented by Dijkstra (1965) who proposed two operations on them : P and V.  (Otherwise: sleep and wakeup).

A ‘V’ operation on s simply increments it: V(s) = s + 1

A ‘P’ operation tests s, and if not 0, decrements it, so: 






P(s): If s>0 then s:= s+1

The important thing is that these operations especially P should be indivisible i.e. not interrupted.  Since only a few machine instructions are involved, this is very quick and not a problem.

All processes competing for a resource must share the same semaphores.  The operations P and V are executed by the operating system in response to calls which must be issued by any one process wanting to enter or leave its critical region.

If s=0, it means that the critical region is busy and the process calling on P and wanting to enter must wait (blocked or put to sleep).

When a process leaves the critical region, the value of s is reset to 1, indicating that the region is free.  The PM then allows one of the blocked processes (sleeping on the semaphore) to run – which one depending on the scheduling algorithm.

A semaphore having any positive integer value is a counting semaphore – (e.g. the number of free slots in the producer/consumer problem).  

When only two values (0 or 1) are allowed, this is a binary or mutual exclusion (mutex) semaphore.  The operations can then be called mutex_lock and mutex_unlock.

